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Model/Data partition
✦ Learn w from training data X

X

W
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Worker/Server Architecture

W1 W2 Wn

X2 X3 XmX1

…

…

✦ Servers maintain shared parameters 
✦ A work owns part of training data and carries 

computation
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Distributed Subgradient Descent
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Partition data into workers
Workers get the working set of w

Iterate t = 1, 2, …
workers compute gradients
servers aggregate gradients
update w
workers get updated w model  

at servers
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Billions of Parameters
✦ A worker cannot cache the whole model!
✦ For sparse data and linear methods, a worker 

only needs to cache the working set

local training data

local cached model
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Compact Representation
✦ A feature ID can be a string, or a random 64bit/

128bit integer!
!

!

✦ How to access w[feature_id]?!
★ hash map!

• general solution!
• could be slow
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Localize Keys
✦ Each worker machine maps global features id 

into local features id 0, 1, 2, …

98723498712

29831298712347

56723468712
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global key arrayhash map
value array
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Localized Keys
✦ Save space !
★ string or 64/128bit integer to 32bit integer!

✦ Faster access !
★ array versus hash map!

✦ Reuse existing libraries !
★ eigen3!

✦ Need preprocessing!
✦ May be slow if there are a lot of insert!
★ online learning / LDA
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Communication API
✦ Communication over global keys!
✦ Batched communication via range-based push 

and pull
Server 0

Server 1

Worker 0

1     2     3     4     5      6

push [3, 5]pull [3, 5] 
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Message

✦ Data transmission format!
★ protobuf header (command, timestamp, etc..)!
★ a list of keys!
★ a list of values!

✦ Will split into several message if send to 
multiple machines
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Reduce message size
✦ Key cache!
★ worker 0 sends to server 0!

• T 1: (2, 2.3), (4, 6.1), (8, 9.9)!
• …!
• T 6: (2, 5,4), (4, 2.5), (8, 2.9)!

✦ Value compression!
★ may contains a lot 0s: sparse model, user-

defined filter

Both sender 
and receiver 
cache the key 
list. If hit cache, 
then only send 
a checksum
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System components
✦ System: core system!
✦ App: optimization application!
★ gradient descent, coordinate descent !

✦ Parameters: globally shared parameters!
★ sort key-value vector, maps, …!

✦ Loss:!
✦ Penalty:!
✦ etc…
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Terminology
✦ Message: data for communication!
✦ Van: send/receive message!
✦ Customer: an application or a shared 

parameters!
✦ Postoffice: allow customers to deliver 

messages and notify customers incoming 
messages!

✦ Yellowpages: all customers and live machines
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Van

✦ Zeromq: a convenient socket-like library !
✦ RDMA: increasing interests 

i/o thread

m
y ip, port

communicate  
via network
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Thread Model
✦ T0: pass received messages to customers!
✦ T1: receive update_model task, calculate gradients, 

call parameter’s push!
✦ T2: receive pulled values, updating local data

postoffice

customer: 
GD

customer: 
weight

T0

T1 T2

message buffer

schedulerother machines
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Conclusion

✦ Support extremely large model!
✦ Asynchronous !
✦ Flexible consistency model!
✦ Use like writing single-thread matlab/numpy/R-

like codes !
✦ A little bit complex to under the system!
★ necessary to reach the best performance
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Demo I
✦ Run on data with 64-bit features
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Demo 2

✦ Implement the squared hinge loss

L(y, t) =
�
max(0, 1� yt)

�2

where t = hw, xi
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Exercise
✦ Implement the huber hinge loss
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Conclusion
✦ Industrial-scale problems:!
★ applications!
★ 100B examples, 10B features, 1T-1P size!
★ limited machine resources !

✦ Distributed implementation!
★ gradient descent!
★ coordinate descent!
★ stochastic gradient descent!

✦ Implement and use parameter server


